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Reinforcement Learning RL) enables 
powerful robotic skills, but lacks  
safety guarantees at deployment 
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Runtime safety enforcement ·  No policy retraining ·  No performance degradation 
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The QP minimally modifies the RL command  
while enforcing safety constraints 
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TorqueTask 
Minimize torque 

deviation 

FDTask 
Minimize accel. 

deviation 

• More robust to 
model error 
 

• Lower hardware 
torque error 

• Better accel. 
tracking 
 

• Higher model 
sensitivity 

The QP enforces safety constraints while 
regulating deviation from the RL command
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Robustness 
Main 
advantage 

Kinova Gen 3  Manipulator  
Inverse Kinematics policy without Safe RL during training 

Unitree H1  Humanoid  
Walking policy with Safe RL CaT) during training 
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Our Method 

Damage zone 

OoD Joint trajectory:  
RL vs RL  Acc-CBFQP 

RL 

Acc-CBFQP  
  Safety constraints maintained under OoD states 

RL alone  
  Joint limits violated under OoD states → robot crash 

Nominal Behavior on Hardware 

200 Trials Simulation – Survival Time 
 

10.04 
violations/s 

0.80 
violations/s 

92% Safe RL alone 
Our method 

  Aggressive Vel. 
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20% 
Survival Time 
Improvement 
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Constraint 
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27x 
Less Constraint 

Termination 

Training-time  
Safe RL 

• Modify policy 
• Retraining required to 

change constraints 

• Statistical guarantees 

Runtime (ours) 
 

• Policy-agnostic filter 

• No retraining required 
• Theoretical guarantees, 

robust to unseen states 
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